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Warm-Up Problem: Generalizing Machine Learning Model

Figure 1: Which model to use?

The figure above shows three different models used to explain the relationship between a player’s age and
the number of matches won.

• Left panel: A simple linear model that fits a straight line through the data:

matches won = θ0 + θ1 · age.

• Middle panel: A very complex model that uses high powers of age and bends sharply to pass close to
almost every data point:

matches won = θ0 + θ1 · age + θ2 · age2 + θ3 · age3 + θ4 · age4.

• Right panel: A moderately complex model that allows some curvature but remains smooth:

matches won = θ0 + θ1 · age + θ2 · age2.

Each blue dot represents real data from players, while the green line represents the model’s prediction.

1. Which model appears to fit the data too loosely? Which one appears to fit the data too closely?
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2. Which model would you prefer if your goal is to make reliable predictions for new players? Explain
your reasoning in words.

3. The middle model uses many coefficients (θ1, θ2, θ3, θ4), some of which may become very large. Why
might large coefficients be a problem in prediction?

4. How can we reduce the size of coefficients during training to help prevent overfitting? Hint: Adjust the
cost function or Mean Squared Error (MSE) to be minimized

5. Select True or False: The "best" model isn’t always the one that fits past data perfectly

6. Select True or False: By penalizing large weights (θ) in the cost function (J(θ) = MSE(θ)+Penalty(θ),
we force the model to be simpler and less sensitive to noise (data with extreme values).

Problem: Binary Classification: Should the Bank Approve the Loan?
A bank wants to design a model that predicts whether a customer will repay a loan.

For each customer, the bank records two numbers:

• (x1): Annual income (in $10,000s)

• (x2): Total existing debt (in $10,000s)

The bank starts with a linear score:
S = 0.6x1 − 0.4x2

Part A - Linear Model
1. Compute the score (S) for:

• Customer A: (x1 = 8, x2 = 2)

• Customer B: (x1 = 4, x2 = 6)
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2. Suppose the bank approves the loan if (S ≥ 1).

• Who gets approved?

3. Can (S) ever be negative?
Can it become arbitrarily large?

Part B - The Probability Problem
The bank now wants to interpret the output as a probability of repayment.

1. Explain why using (S) directly as a probability is problematic.

2. Give an example where (S > 1) or (S < 0), and explain why this makes no sense.

Part C - Design a Better Model
The bank asks you to fix the model.

Your new function (P (S)) should satisfy:

• (0 ≤ P (S) ≤ 1) for all values of (S)

• Larger (S) should mean larger (P (S))

• When (S = 0), the probability should be about (0.5)

• Very large positive or negative values of (S) should not change (P (S)) much

1. Sketch a graph of what such a function might look like.
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S

P (S)

0.5

(Sketch your curve here)

2. Where should the graph be steepest? Why?

Part D - A Surprising Candidate - Sigmoid Function
The bank proposes the function:

P (S) =
1

1 + e−S

1. Compute (P (−5)), (P (0)), and (P (5)).

P (−5) = P (0) = P (5) =

2. Show that (0 < P (S) < 1) for all (S).

3. Verify that:
P (−S) = 1− P (S)

Explain why this symmetry makes sense for loan approval.
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The Sigmoid Function (also called Logistic Function)

S

P (S)

0.5

Squashing curve: outputs always between 0 and 1

Logistic Regression
Logistic Regression is a fundamental machine learning algorithm used for classification—deciding which
category an item belongs to. Unlike Linear Regression, which predicts continuous values (such as a house
price or a specific interest rate), Logistic Regression predicts the probability that an event will occur, such
as whether a market will go up or down.

The Two-Step Process
1. The Weighted Score : The model first calculates a score by taking a linear combination of input
features (such as income and debt) and their assigned weights:

S = w1x1 + w2x2 + · · ·+ wnxn + b.

2. The Squashing Function : To turn this score into a valid probability, the model passes it through the
sigmoid function:

p̂ = σ(S) =
1

1 + e−S
.

This function squashes any real number into the range (0, 1), making it suitable for probability estimation.

Making the Decision
Once the model has an estimated probability p̂, it applies a decision threshold (usually 50%) to make a final
binary prediction:

• If p̂ ≥ 0.5, the model predicts the positive class (ŷ = 1).

• If p̂ < 0.5, the model predicts the negative class (ŷ = 0).

One Factor Is Not Enough - Basic multi-layer neural network
So far, the bank has used one score to make its decision.

But real banks think in stages.

Suppose the bank believes that loan repayment depends on two intermediate ideas:

• Ability to repay (income vs debt)

• Financial stability (buffer against shocks)

Instead of deciding directly, the bank wants to:
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1. Estimate these intermediate quantities

2. Combine them to make a final decision

Part E - Hidden Scores
The bank introduces two internal scores:

S1 = 0.7x1 − 0.5x2 (Ability)
S2 = 0.4x1 − 0.2x2 (Stability)

1. Compute (S1) and (S2) for:

• Customer A

• Customer B

2. Are these scores still unbounded?

3. Should these scores be interpreted as probabilities?

Part F - Turning Scores into Signals
The bank now applies the same squashing idea to each score:

H1 =
1

1 + e−S1

H2 =
1

1 + e−S2

1. What range do (H1) and (H2) lie in?

2. How should we interpret these values?

• What does (H1 ≈ 1) mean?

• What does (H2 ≈ 0) mean?
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Note: These are hidden probabilities, not final decisions. They represent the probability of specific traits
(like stability), not the final loan decision.

Part G - Combining the Hidden Signals
The bank now forms a final score using the hidden outputs:

Sfinal = 1.2H1 + 0.8H2 − 1

1. Can (Sfinal) be negative?

2. Can it be larger than 1?

3. Should this be used directly as a probability?

4. What is the bias term in the above equation? Hint: Its the intercept

Part H - Final Decision Layer
The bank applies the squashing function one more time:

P (repayment) =
1

1 + e−Sfinal

1. Explain why the output is now a valid probability.

Part I - Seeing the Structure
Draw a diagram of this system using the following structure:

Inputs: Two circles for x1 and x2.
Hidden Layer: Two circles for the hidden signals (H1, H2). Draw arrows from the inputs to these circles.
Output Layer: One circle for the final probability. Draw arrows from H1 and H2 to this circle.
Labeling: Mark where linear combinations (weighted sums) happen and where squashing functions (Sigmoids)
are applied.
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Sfinal = 1.2H1 + 0.8H2 - 1

P = σ(Sfinal)

This is a simple Multi-Layer Neural Network.

> Such models built from layers of linear combinations followed by squashing functions are called a neural
networks.

1. The “Linear Combination” (The Score)
In a neural network, each "neuron" first performs a linear transformation. It takes multiple inputs
x1, x2, . . . , xn, multiplies them by corresponding weights w1, w2, . . . , wn, and adds a bias term b:

S = w1x1 + w2x2 + · · ·+ wnxn + b.

This is exactly like the “Repayment Score” S calculated for the bank:

S = 0.6x1 − 0.4x2.

This step is essentially a multidimensional version of the linear regression model introduced earlier.

2. The “Squashing Function” (The Signal)
If we only used linear combinations, then the entire network—no matter how many layers it had—would
collapse into a single linear equation. The squashing function (such as the sigmoid function) introduces
nonlinearity.

• It squashes the unbounded linear score into a bounded range, such as (0, 1) or (−1, 1).

• In neural networks, this is formally called an activation function.

• It determines how much of the “signal” from one layer passes to the next.

For example, using the sigmoid function:

H = σ(S) =
1

1 + e−S
.
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3. The “Layers” (The Depth)
By stacking these “linear + squashing” units into multiple layers, the model can learn complex, nonlinear
patterns.

• The first layer may detect simple features (such as a Ability to pay and financial stability).

• Deeper layers combine these signals to represent more abstract concepts (such as ability to repay loan).

Part J: Select True or False
1. The use of the Sigmoid function introduces the concept of diminishing returns: A change in the raw

score (S) near zero (the decision boundary) has a massive impact on the probability while A change in
the raw score when S is already very high (e.g., from 10 to 11) has almost no impact.

2. Once a borrower is extremely wealthy, a small increase in income doesn’t significantly change their
already high probability of repayment.

Problem: Classifying Market Conditions (Multi-Class Classification)
An investment firm wants to classify the market each day into one of three categories:

Bull Market, Neutral Market, Bear Market.

Exactly one category should be chosen each day.

Inputs (Given Data)
For each trading day, the firm measures two quantities:

• x1: Recent market return - the percentage change in the market’s value over a short period (for example,
how much the market went up or down from one day to the next).

• x2: Market volatility - a measure of how much the market prices fluctuate. High volatility means prices
move up and down a lot, while low volatility means prices are relatively stable.

Part A - Why Binary Model/Classification is Not Enough
Previously, you built models that decided between two outcomes, for example:

Up or Down.

Approve Loan or Reject Loan.

Now there are three possible outcomes.

1. Why can’t a single “yes / no” probability describe all three market states?

2. If you tried to label:
Bull = 1, Neutral = 0, Bear = −1,

what information would be lost?
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Part B - One Score Per Market Type
Instead of computing one score, the firm computes three different scores:

SBull = 2x1 − x2

SNeutral = 0.5x1 − 0.5x2

SBear = −2x1 + x2

Problem 1

For a day with:
x1 = 1, x2 = 0.5,

compute:
SBull, SNeutral, SBear.

Problem 2

1. Can these scores be negative?

2. Can they be larger than 1?

3. Can they be interpreted directly as probabilities?

Explain.

Part C - Turning Scores into Probabilities
The firm now needs a systematic way to convert the three scores

SBull, SNeutral, SBear

into valid probabilities.

To do this, the firm uses a rule called the softmax function.

Definition (Softmax). Given one score for each possible outcome, the softmax function assigns a probability
to each outcome by exponentiating the scores and then normalizing by their total.

For the three market categories, the probabilities are defined as:

P (Bull) =
eSBull

eSBull + eSNeutral + eSBear
,

P (Neutral) =
eSNeutral

eSBull + eSNeutral + eSBear
,
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P (Bear) =
eSBear

eSBull + eSNeutral + eSBear
.

This construction ensures that:

• Each probability lies between 0 and 1,

• All probabilities add up to 1,

• Increasing one score increases its probability and decreases the others.

Problem 3

Using your scores from Part B:

1. Compute:
eSBull , eSNeutral , eSBear .

2. Compute the probabilities:
P (Bull), P (Neutral), P (Bear).

Part D - Properties of the Model

Problem 4

1. Show that each probability lies between 0 and 1.

2. Show that:
P (Bull) + P (Neutral) + P (Bear) = 1.

Why must this always be true?

3. If C is a constant number, prove that:

softmax
(
[z1, z2, z3, z4]

)
= softmax

(
[z1 − C, z2 − C, z3 − C, z4 − C]

)
.

Subtracting the same number from all numbers won’t affect the final outcome/probabilities. This
property is called "Translation Invariance".
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4. During programming/coding, the biggest number is subtracted from all numbers before calculating
softmax for a set of numbers. Why?

Part E - Making the Decision

Problem 5

Suppose the probabilities are:
(0.62, 0.25, 0.13).

1. Which market state should the model predict?

Part F - Sensitivity and Competition

Problem 6

Suppose:

• SBull increases slightly,

• the other two scores stay the same.

1. What happens to P (Bull)?

2. What happens to the other two probabilities?

3. Why do the probabilities “compete” with each other?

Part G - Connection to Logistic Regression
Now suppose there are only two categories:

Up and Down.

The probabilities become:

P (Up) =
eSUp

eSUp + eSDown
.

Problem 7

1. Divide the numerator and denominator by eSDown .
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2. Show that this expression reduces to:

1

1 + e−(SUp−SDown)
.

What familiar function does this resemble?

Part H - Select True or False
1. Using e in Softmax function ensures all values become positive, even if the raw score was negative.

2. Exponentiation in Softmax function acts as an "amplifier"—small differences in scores become large
differences in probabilities.

3. Sigmoid function is a special case of the more general Softmax function

Problem: Multi-Class Neural Network for Market Regimes

An investment firm wants to classify the market each day into one of three categories:

Bull, Neutral, Bear.

Instead of using a single step (softmax regression), the firm decides to use a two-layer decision process,
where intermediate signals are learned first and then combined.

Inputs (Observed Data)
For each day, the firm measures:

• x1: Recent market return

• x2: Market volatility

Part A - Hidden Layer: Intermediate Signals
The firm computes two hidden scores:

S1 = 1.5x1 − x2 (say Momentum signal)
S2 = −x1 + 1.2x2 (say Risk signal)

These scores are then passed through a sigmoid function:

H1 = σ(S1), H2 = σ(S2), where σ(s) =
1

1 + e−s
.

Problem 1

For a day with:
x1 = 1, x2 = 0.5,

1. Compute (S1) and (S2).
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2. Compute (H1) and (H2).

3. Explain why (H1) and (H2) always lie between 0 and 1.

Part B - Output Layer: One Score per Class
Using the hidden signals, the model computes three output scores:

ZBull = 2H1 −H2

ZNeutral = H1 +H2

ZBear = −H1 + 2H2

Problem 2

1. Compute (ZBull, ZNeutral, ZBear).

2. Can these scores be negative?

3. Why should these not be interpreted as probabilities?

Part C - Softmax Competition at the Output
The model converts the output scores into probabilities:

P (c) =
eZc

eZBull + eZNeutral + eZBear
, c ∈ {Bull,Neutral,Bear}.

Problem 3

1. Compute:
eZBull , eZNeutral , eZBear .

2. Compute:
P (Bull), P (Neutral), P (Bear).
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Part D - Making the Prediction

Problem 4

1. Which market regime does the model predict?

2. What information is lost if you only report the predicted class and not the probabilities?

3. Draw the Neural Network Structure

Performance Measures in Classification
Evaluating a classification model is often trickier than evaluating a regression model. In regression, we
predict numerical values, whereas in classification we predict categories. As a result, the notion of “how good”
a model is requires more care.

Question. What metric is commonly used to measure the performance of a linear regression model?

Accuracy
One of the simplest performance measures for classification is accuracy.

Accuracy measures the fraction of observations in the test sample for which the classifier correctly predicts
the classification categories.

Accuracy =
Number of correct predictions
Total number of predictions

While accuracy is simple and intuitive, it can be misleading.

When Accuracy Fails
Example. Suppose you are testing a model designed to detect a rare tropical disease that affects only 1% of
the population.

Consider a Lazy Model : a computer program that always predicts “Healthy”, regardless of the blood test
results.

1. What is the accuracy of this model?

2. If you were a patient, would you trust this model? Why or why not?
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This example shows that even a very poor classifier can appear highly accurate. To better understand a
classification model’s behavior, we need more informative tools.

—

Confusion Matrix
After obtaining a set of predictions from a classifier, we summarize its performance using a confusion
matrix.

A confusion matrix is a table in which:

• Each row represents the actual (true) class, and

• Each column represents the predicted class.

For a binary classifier with classes 0 and 1, the confusion matrix is:

Confusion Matrix =

(
True Negatives (TN) False Positives (FP)
False Negatives (FN) True Positives (TP)

)
• True Negatives (TN): Count where the model correctly predicted class 0

• False Positives (FP): Count where the model predicted class 1 when the true class is 0

• False Negatives (FN): Count where the model predicted class 0 when the true class is 1

• True Positives (TP): Count where the model correctly predicted class 1

Exercise: Market Crash Scenario
Suppose:

• The stock market experiences a crash on 10% of days.

• A lazy model always predicts “No Crash” thus always predicting value of 0 .

• We observe 1000 trading days.

1. Fill in the values of each cell in the confusion matrix.

Predicted
Actual No Crash (0) Crash (1)

No Crash (0)
Crash (1)

2. In your own words, explain what each cell represents in this scenario.
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Each cell of the confusion matrix reveals not just how many mistakes were made, but what kind of mistakes
were made.

In binary classification, prediction errors are traditionally classified as follows:

• Type I Error (False Positive): The model predicts that the event will happen (class 1), but in
reality the event does not happen.

Example: Predicting a market crash when no crash actually occurs.

• Type II Error (False Negative): The model predicts that the event will not happen (class 0), but
in reality the event does happen.

Example: Failing to predict a market crash that actually occurs.

These two types of errors are fundamentally different and often have very different consequences.
Minimizing one type of error frequently increases the other, forcing a tradeoff that must be chosen deliberately.

Part C: True or False
Statement. A perfect classifier would have nonzero values only along the main diagonal of the confusion
matrix - True Positive and True Negative.

True / False

—

Precision and Recall
Precision measures the proportion of correct positive predictions among all observations predicted as class 1.

Precision =
TP

TP + FP

Interpretation: When the model predicts class 1, precision answers the question:

How often is that prediction correct?

Recall measures the proportion of actual class-1 observations that are correctly identified by the model.

Recall =
TP

TP + FN

Interpretation: Recall answers the question:

Out of all the times the event actually occurred, how many did the model detect?

—

The F1 Score
Precision and recall are often combined into a single metric called the F1 score, a harmonic mean of both
values that gives much more weight to low values:

F1 =
2× Precision × Recall

Precision + Recall
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The F1 score is high only when both precision and recall are high, and therefore favors classifiers that balance
the two.

Exercise. Compute accuracy, precision, recall, and the F1 score for the market crash confusion matrix above.
For each of the metric, answer if you will prefer a high value for this classification problem.

—

When Balance Is Not Ideal
In some applications, we do not want precision and recall to be balanced.

For example, consider a model designed to detect a large market crash (class 1).

• Type I error (false positive): Predicting a crash that does not actually occur. This may cause
unnecessary caution or missed gains, but the loss is usually limited.

• Type II error (false negative): Failing to predict a crash that actually occurs. This can lead to
very large financial losses.

Because missing a real crash (a Type II error) is far more costly than issuing a false alarm (a Type I error),
we may design the model so that it tries very hard to detect every real crash.

As a result:

• The model may raise more false alarms, which lowers precision, but

• It successfully detects most real crashes, which increases recall.

In this situation, lowering precision is an acceptable tradeoff if it greatly reduces the chance of missing a real
crash.

Challenge Exercise
Construct a new example and its corresponding confusion matrix in which:

• The model has high recall but low precision, and

• This imbalance is desirable given the real-world consequences.
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Homework

1. Neural networks have used the softmax function for decades and continue to do so, primarily as the
final output layer to convert raw scores into a probability distribution for multi-class classification.
Watch the YouTube video on “What is Softmax?AI’s Probability Function” :

https://www.youtube.com/watch?v=M0oTjf3elrI

2. Bayes theorem is central to scientific discovery and a core tool in Machine Learning and AI. Watch the
YouTube video on “Bayes theorem, the geometry of changing beliefs”:

https://www.youtube.com/watch?v=HZGCoVF3YvM

Derive "Precision" formula we studied today using Bayes Theorem

3. AGI (Artificial General Intelligence) is an aspirational goal by researchers to have an AI system that
can learn, reason, and solve any intellectual task a human can - even if it has never seen that specific
problem before. Watch the YouTube documentary by Google DeepMind on “The Thinking Game” :
https://www.youtube.com/watch?v=d95J8yzvjbQ

Useful References

Geron, Aurelien. Hands-On Machine Learning with Scikit-Learn, Keras, and TensorFlow. 2nd ed., O’Reilly
Media, Inc., 2019.
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