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Warm-up
Let £ and G be different digits. If
EGG=(E+G+G)x ExGxG,

then what are E and G?



Introduction

We are going to play and explore many games throughout this packet! Let us

start with a simple, yet deceptively tricky game...




Pick a Hand!
Exercise 1. Play the following game with a neighbor.
1. Play rock-paper-scissors.
2. Winner will be the chooser and loser will be the hider.

3. The hider will take out two coins (or some other small objects). They now
have two options: (1) Secretly put one coin in their left hand and no coins

in their right, or (2) put two coins in their right and no coins in their left.

4. The chooser will now select either the left or right hand and win whatever

is in that hand.

5. Play this game a few times, swapping roles every round. See who wins the

most coins in the end. ,

Exercise 2. Did you think of any strategies? Why might hiding one coin in
the left hand every time as the hider not be the best strategy for the hider? Is

there an optimal strategy for either player?



Modeling Games with Matrices

Recall that a matrix is a way to store information. In game theory, matrices

recording the payo s of different scenarios appear often. A payo is simply a

number or value we assign, showing how desirable an outcome is to a particular

player. For example, our game from the warm-up can be summarized by the

following matrix,

OLh Rhl
LC@ 1 0 A
R. 0 2

where L or Rp records whether the hider chose to hide one coin in their left
hand or two coins in their right respectively. Similarly, L. and R record the
choice of the chooser. The numbers represent the number of coins (the payoff)
that the chooser gets. In general, for the rest of this packet, we assume that
the numbers in payoff matrices represent the gain that player 1, which is the
player whose strategies are listed as the rows of the matrix, obtains from that
combination of moves. If we wished to write a matrix for player 2, it would look

the same, but with all numbers negated.

Exercise 3. Suppose we play a similar game now with three cups A, B, and C.
I, the hider, will secretly choose to put either one dollar into each of the cups
A and B (call this strategy S1), or three dollars into just cup C (strategy S2).

Create a payoff matrix for this game.

Note. These games are zero-sum, because one player’s loss is the other’s gain.



Winning at Pick-a-Hand

Expected Value

You most likely have already dealt with expected value in your life before! It
arises when we have some unknown value that is randomly determined. These
values are often represented by a capital letter, usually X, Y, or Z, which we

call a random variable. Some examples of random variables may be:
e X = The temperature at noon tomorrow,
e Y = The result of a dice roll,
e 7 = The number of heads you get when you flip a coin 100 times.

Note that these are all numeric values which we won’t be able to determine for

sure until we observe them, or conduct an experiment.

Exercise 4. Can you think of three more examples of random variables? You

can be creative!



We now define the expected value of a random variable X to be the average

value that X takes on. This is calculated using the formula:

Ty pr+T2-p2+ -+ Tn-pn

where x1, 22, ...,xn are all the possible values X can possibly take on, and pj is
the probability of X being equal to xj. Note that this is essentially a weighted
average, where we weight every possible outcome according to how likely it is

to happen. It will become more clear with the following example.

Example. Say I have a spinner which has a ‘—11 chance of landing on red, g
chance to land on blue, and % chance to land on green. Now suppose I get a $4
prize if the arrow lands on red, an $8 prize for blue, and a $24 prize for green.
Let X be the random variable representing the prize we obtain from spinning

the wheel.

Here is how we would calculate the expected value of X. Note that we usually
write this as E[X].
E[X] = (chance of red) - (red prize)
+ (chance of green) - (green prize)
+ (chance of blue) - (blue prize)
=:i'$4+§'$8+§'$24=~

So we see that on average, a spin will win me $13!



Exercise 5. Calculate the expected value of the chooser’s payoff in the pick-a-
hand scenarios below. If it helps, think of the payoff given to the chooser as a

random variable X, and calculate E[X] for each scenario below.

(a) The hider always plays Rp, and the chooser always plays Re.

(b) The hider always plays Rp, and the chooser plays L; with probability 1/2
and R with probability 1/2.

(¢) The hider plays Ry with probability 1/3 and the chooser always plays Rg.

(d) The hider plays Rp with probability 1/3 and the chooser always plays L.



Exercise 6. Explain why the hider’s strategy in (c¢) and (d) from the last
exercise is better than the strategy of just choosing Ly every time. Does the
choice that the chooser makes even matter if the hider randomizes their action

as they did in (c) and (d)?

Graphing Mixed Strategies

As we’ve seen in exercise 6, the best strategy can sometimes be to randomize
your actions, so your opponent cannot exploit you in any way. To build some

intuitive understanding of why this is, let’s graph a few scenarios.

Exercise 7.

(a) Suppose we know the Hider is playing Rp. Graph the expected winnings of
the chooser as a function of the chance (or frequency) the chooser chooses
the left hand. Hint: the z-axis should be from 0 to 1, and you should

already know where two of the points are , .

(b) Now suppose we know the Hider is playing Lp. Graph the expected win-
nings of the chooser as a function of the chance the chooser chooses the

left hand on the same graph from part (a).



(c) With what frequency should the chooser choose left in order to maxi-
mize their worst-case expected winnings? We call this strategy a safety

strategy, because it is the safest way to play.

(d) (Challenge) Apply the same process to find the safety strategy for the

hider in general.

It turns out that in two player zero-sum games, a safety strategy is also the best
strategy to play, assuming your opponent also plays optimally. We will explore

this further!




Finding Optimal Strategies

What is a Strategy?

In a two-player zero-sum game, a strategy is a plan that says how often you’ll

choose each possible move. We write this plan as a list of numbers—one number

for each move (in math, we call such lists vectors). Each number is the proba-
bility that you’ll play that move. The probabilities must add up to 1, because
you have to pick something every time you play. For example, we saw that in
pick-a-hand, the “best” strategy was to pick left 2/3 of the time. This would
be written:

21

3’3 7
because the first move player 1 can make (L¢) is played 2/3 of the time, and
the second move (Rc) is played 1/3 of the time.

Exercise 8. Write down the following strategies in vector form.

(a) Player 1 only chooses left in pick-a-hand.

(b) Player 1 has 3 moves available to them. They decide to play move 1 half

the time, and moves 2 and 3 a quarter of the time each.
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Nash Equilibrium

Figure 1: John Nash

Named after mathematician John Nash, a Nash equilibrium (N.E.) is a pair

of strategies where neither player can do better by changing their strategy alone.

Let’s break it down.

Let X and y be strategies for players 1 and 2 respectively. Recall that X and
y are just vectors of probabilities, for example, they may look something like
X = (0.3,0.7) and y = (0.5,0.5). We call this pair of strategies (X,y) a Nash
equilibrium if the following hold:

« If player 2 is definitely playing Yy, then player 1 can’t improve their result
by switching to a different strategy.

e Likewise, if player 1 is definitely playing X, player 2 can’t improve their

result by switching strategies.

Exercise 9. Let X = (%, %) be player 1’s strategy and y = (%7 %) be player 2’s
strategy in pick-a-hand. Is (X,y) a N.E.?
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Nash equilibria are important! It turns out that:

e Pairs of strategies that are N.E. represent pairs of optimal strategies.

e By optimal, we mean that at any N.E., the expected result is the best

result each player can guarantee for themselves.

» We won’t prove why is this the case, because that requires some advanced
stuff (sorry!), but if you're interested, you can Google “Von Neumann’s

Minimax Theorem.”

Dominated Strategies

Not all strategies are created equal! Some are just... junk. Take a look at the

following game.

I IL I Il Ils,

)
I 2 1 0 1 3
LB 4 2 0 1 3
IsB 0 2 4 2 1
LB 1 1 1 1 1
Is 0 4 0 0 0

Notice that no matter what strategy player II plays, the strategy I; always
returns something worse than or equal to the corresponding payoff had player I
played I, instead. We conclude that if player I were a rational (smart) player,
they’d never play strategy 1! In this case, we say that I, dominates /;. Hence,

we can cross out /; and forget about it! Our matrix now effectively looks like:

I IL Il Il Ils,

o
L4 2 0 1 3
LBo 2 4 2 1
LB1 1 1 1 1
Is 0 4 0 0 0
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I I I3 In Is
Exercise 10. Now consider the strategy S = 0, 3, 3, 0, 0 for player
I, which means they play I, half the time and I3 half the time.

(a) If player I plays S, and player II plays I, what is the expected payoff?

(b) What is the expected payoff if player I plays S and player II plays 115,
113, II4, or 115?

(¢) Now, imagine if S was its own row in the matrix. Would it dominate any

of the other strategies? If so, delete them! They’re useless!

(d) Note that we can eliminate columns as well, but be careful: remember
that player II is trying to minimize the payout. With this in mind, finish

simplifying the matrix. Hint: answer should be a 2 x 3 matrix.
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Pure Strategies (Saddle Points)

Figure 2: My favorite things that are saddle shaped

A pure strategy is when a player plays a particular move 100% of the time.

For example, say player 1 only plays the move corresponding to row . We would
say their strategy is ej = (0,0,...,1,...,0,0) where all moves are played with
probability 0 except move ¢ which is always played with probability 1. Hence
a pure Nash equilibrium (P.N.E.) is a pair of pure strategies (ej,ej) that
is in a Nash equilibrium. Given a game in matrix form, it is quite easy to find

P.N.E.s by going through the following steps.

1. Go through each column and put a star * on each entry that is the max-
imum of their column. Note that a column may have more than one

maximum entry.
2. Underline each entry that is the minimum of their row.

3. The entries that are both *’d and underlined are what we call saddle

points, since if you imagine the matrix entries graphed with their values

corresponding to their heights in a 3D graph, their shape resembles that

14



of a saddle, at least locally. The saddle points happen to be where the
P.N.E.s are.

The reason this works is because a saddle point is the cell that is simultaneously
the maximum in its column, and the minimum in its row. This means that it is
player 1’s best response to player 2’s move and player 2’s best response to player
1’s move. Thus, no player wants to switch away from this pair of strategies

alone. This type of situation is exactly what a Nash Equilibrium is!

Exercise 11. Find the P.N.E.s of the following games. Write “NO P.N.E.” if

there are none.

(a) Game of 7:
I 1L Il Ils sy

0]
Iy 3 1 4 1 5
LB 9 2 6 ) 3
3B 5 8 9 7 9
4B 3 2 3 8 4
Is 6 2 6 4 3
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(b) Take the cake! You (player 1) and your sibling (player 2) are deciding
how to split a cake. You can either be greedy and try to eat as much of
the cake as you can as fast as you can, or you can agree to share the cake.
Your sibling has the same two options. The cake is worth 4 points of

happiness (utility is the term economists use).

e If you're both greedy, you both rush to eat the cake first, bumping
your heads in the commotion and losing 1 point. But you both end
up eating half the cake, so you get 2 points back. The payoff for this

scenario is then 1 point.
e If you share and your sibling is greedy, then they eat the whole cake.
e If you are greedy and your sibling is not, then you eat the whole cake.

e If you both share, you both eat half.

(i) Write out a payoff matrix for this game.

(ii) Are there any P.N.E.s? If there are, find and mark them above.
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I I, 1I3 Il II51

o
L4 5 5 6 4
LB3 3 6 5 3
B2 8 9 7 0
LB3 4 3 5 4
Is 0 2 6 4 3

Exercise 12. Can there be two saddle points with different payoffs in the same

matrix? Explain.

Equalization

Sometimes life is hard and the games we play don’t have a P.N.E. We now have

to check to see if there are any Mixed Nash equilibria (M.N.E.), pairs of

strategies that are not both pure that are in a Nash equilibrium. For example,

like in pick-a-hand, where we found that the optimal strategy was to mix our

strategies up. This can be done in general!

Idea. The trick is to find an optimal mix of our strategies (using randomization)
until the other player is indi erent between all of their strategies. And then the
other player may do the same thing. Make sure you see why a pair of strategies
arising in this way is a Nash Equilibrium.

Example (Penalty Kick). It’s the grand finals for the FIFA world cup and
you're the kicker for a penalty kick. You can either choose to kick towards the
left side of the goal (strategy L1) or to the right (Ry). The goalie can either
prepare to dive left (L) or dive right (Rz). Since you are left-legged, you are
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